
DEVELOPMENT OF
DISTRIBUTED COMPUTER SYSTEMS
FOR FUTURE NUCLEAR POWER PLANTS

Dual computers have been used for direct digital
control in CANDU power reactors since 1963. How-
ever as reactor plants have grown in size and com-
plexity some drawbacks to centralized control appear
such as, for example, the surprising large amount of
cabling required for information transmission.

Dramatic changes in costs of components and a desire
to improve system performance have stimulated a
broad-based research and development effort in dis-
tribution systems. Thi:; paper outlines the work
started four years ago at Chalk River.

Cnrtraliztd CompuUr Control of CANDU Poww

Plants — A Brief Rwicw

Experience with digital computer control of
nuclear power plants in Canada began in 1963 with
an experiment on the N R U research reactor at the
Chalk River Nuclear Laboratories'''. Since then, the
centralized dual computer system philosophy has
evolved as the key concept underlying the highly
successful application of direct digital control in
C A N D U * power reactors^-4) E a c r I generating unit of
a multi-unit station has its own fully duplicated
control system (Figure I ) located at the station's
control room. Field instrument cables for all units
converge to a central area. Both computers of each
dual system are operating at all times but only one
has its outputs connected to the controlling elements.
Whenever the "master" computer fails to perform a
task, its outputs are disconnected and the "hot-
standby" is switched into service.

Good overall performance has been achieved
using this configuration, and its application in all the
committed CANDU plants is well established. How-
ever, after more than a decade, the basic dual-
computer philosophy bears re-examination in the
light of advances in technologies and system con-
cepts.

The original motivation to centralize systems
was largely an economic one and reflected the tech-
nologies of the late sixties. At that time, the central

controller cost dominated the rest of the system and
design effort was concentrated on maximizing the
utilization of the controller. However, as the com-
plexity of operations increases, the funnelling of all
activities into the central processor results in ex-
cessive overhead, which is an inherent limitation of
this approach. In real-time applications, a sophisti-
cated operating system is necessary to supervise the
sharing of the central facility, e.g. task scheduling,
priority interrupt handling. A significant percentage
of the central processing power is wasted on es-
sentially non-productive activities, reducing the
number of tasks that could be handled in a given
time.

The design of a centralized system does not lend
itself to easy partitioning, thus making the organiza-
tion of large projects difficult. The software develop-
ment, in particular, generally depends on a few
persons, thoroughly familiar with the operating
system, to produce an integral program package
combining the requirements of widely different
design activities.

Since nuclear plants are designed for a life of 30
years, upgrading, expansion and maintenance of the
control system may be expensive and difficult. Re-
placing some of the key components of a centralized
system, e.g. processor or disk, without disrupting the
availability of the generating station is no easy task.

One startling aspect of overall centralization is

- *CANDU • CANada Deuterium Uranium
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Figure 1 — Dual-computer control of
CANDI) power plant.
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the massive amount of cabling required to establish
all connections between the control area and the rest
of the plant*. Cable layout and installation are
complicated and costly. A further complication is the
large penetration into the containment area required
to accommodate the cables.

Distributed Computer Systems

Dramatic changes in the cost balance between
components, coupled with the incentive 'o improve
system performance, have stimulated a broad-based
research and development effort in distributed
systems** I5"7). Trie objectives being pursued are
many, e.g. resource sharing, increased flexibility,
improved reliability through dynamic allocation of
resources and incremental modernization.

The approach is still new, but the potential
benefits are attractive, so that an investigation and
evaluation program was started over four years ago at
the Chalk River Nuclear Laboratories.

Results of this work have been reported else-
where (°" ' "'. The primary purpose of this paper is
to summarize the main conclusion reached to date
and also to indicate the direction being taken in the
work program at CRNL.

Work Program at CRN L

While centralized computer-based systems are

*For example, each dual controller system for a
Bruce generating unit has about 3,000 analog and
1,800 digital input/output links (3) .

**ln simplified terms, a distributed system provides
more decision making capabilities at the "local" level
tailored to local needs. This contrasts with a cen-
tralized system where all processing capabilities are
placed in one central site.

widely accepted in real-time applications and con-
siderable experience exists with their design, little is
known about the practical difficulties confronting the
designers of distributed systems. A better perspective
may be gained, if the problem areas, identified by
studying a generalized design sequence, are compared
to the current technological base. The approach taken
was to build a design methodology for distributed
systems, through derivation and generalization, from
techniques established for centralized systems and
computer networks.

Selection of Architectures

System development projects are often plagued
by difficulties, e.g. delays, inability to meet ob-
jectives, and escalating costs, resulting from the lack
of a theory for system design. The situation could be
worse with distributed systems where new options are
opened, unless a methodology is developed to provide
designers with sufficient understanding of system
properties to predict performance and to generate
more accurate specifications. An analogy coald be
made with circuit theory where a set of basic com-
ponents with well-defined characteristics, e.g. R, L, C,
are combined to synthesize new circuit functions.
The objective is to arrive at a representation including
all necessary and sufficient components from which
system characteristics can be derived. A system
should ideally be characterized completely using a
minimum number of "independent components" or
"building blocks". The set of selected building blocks
together with the method of inter-connection and the
resulting interaction define the system architecture.
While in practice completeness and independence are
rarely achieved, the system architecture can be
tailored to match the specific requirements of each
application and to strike an acceptable balance be-
tween cost and performance.

37



r -

ESTIMATE
PROCESSING UNITS

REQUIREMENTS

DESIGN
SUPERVISORS

PROGRAMS

*

OESKH
APPLICATION

PROGRAMS

*
I CAW.ULATE

UTILIZATION OF
PROCESSING

UNITS

CALCULATE
UTILIZATION OF
COMMUNICATIONS

FACILITIES

EVALUATE COMPLETE SYSTEM
CONFIGURATION!

-IDENTIFY POTENTIAL
BOTTLENECKS

-ESTIMATE COST/
B I A C TRADEOFF

DESIGN
DATABASE

STRUCTURES

CALCULATE
UTILIZATION OF

5TORAGE
FACILITIES

Figure 2 - A generalized design sequence for distributed
computer systems.

In studying the first two areas of the design
sequence for distributed systems, i.e. processing
dusters and data communications, it is concluded
that much experience can be derived from centralized
systems and networks. However, the design of a
distributed data base is more complicated as it is
influenced by the selection and specific implementa-
tion of a partitioning strategy. The magnitude of the
difficulty should not be construed as an intrinsic
property of distributed systems. To a large measure it
reflects the currently limited understanding of dis-
tributed data bases compared to processing clusters
and data communications. For example, the engineer-
ing trade-offs between "physical partitioning" and
"functional partitioning" have to be resolved both at
the system and data base levels.

Physical partitioning of a data base recognizes
the actual distribution of the process to be controlled
and attempts to bring the storage closer to the areas
of highest activity, i.e. near data sources and/or
demands. On the other hand, functional partitioning
tries to minimize the cost of system hardware and
simplify certain operations by grouping devices ac-
cording to capabilities and functions. When carried to
an extreme, this latter strategy implies the concentra-
tion of most data handling functions as in the
centralized approach.

A more detailed analysis of the data base design
considerations can be found in reference 9.

Generalized Design Sequence

Based on knowledge of the design processes for
centralized systems and data communication net-
works, a generalized design sequence has been derived
for distributed systems to illustrate the applicability
of established methods and to identify new problem
areas (Figure 2).

The first step in the sequence, the definition of
system requirements based on some understanding of
the application, is common to any design. However,
the selection of a partitioning strategy, an a priori
decision in centralized systems, becomes a critical
step in distributed architecture design. The choice
depends upon a thorough understanding of the
application as it requires the decomposition of the
global problem (process control), into its elements
(local data acquisition, processing, storage, man-
machine interactions, etc.). It has a direct influence
on the adequacy of the design and largely dictates the
relative difficulties experienced in the three major
design areas: (a) processing clusters, (b) data
communications, and (c) data base.

Experimental Facility

Many of the design issues raised in analyzing
distributed systems can only be resolved by ex-
perimentation and by actual implementation of
prototype systems. For this reason, a distributed
system developed facility, built around a versatile
communications medium, was established at CRNL
to meet the following objectives:

(a) to serve as a tool for developing distributed
systems and for investigating their char-
acteristics,

(b) to demonstrate a total information transport
capability which can be tailored to meet specific
system requirements, and

(c) to develop components needed in the design of
future distributed system for process control
and other real-time applications.

The successful application of distributed systems
depends upon the availability of a reliable, high
capacity, low cost communications medium. In order
to simplify the design tasks, the concept of Levels
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Figure 3 — Basic concepts — levels and
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and Channels was formulated to provide a modular
solution that is adaptable to specific system require-
ments.

Each independent Level (Figure 3) is defined by
a set of rules corresponding to a range of capabilities.
Flexibility is assured as new Levels can be specified
and added, without causing disruptions, to meet
changing system requirements and to take advantage
of newer technologies.

Each Level can be repeated a number of times to
form independent Channels, all with the properties
specified by the Level. Channels are used either to
increase the data transmission capacity or to simplify
the design by decoupling, into smaller parts, sub-
systems with similar generic requirements.

Hardware and software interfaces provide access
to all the Levels and Channels required in a given
application. The interconnection patterns may be
dynamically modified to suit changing conditions.

Four communications levels have been defined
and are adequate for current requirements. Level 1 is
common to all system components and it provides
both terminal support capabilities and all necessary
functions. Level 2 is typically reserved for bulk
transfer of files between,subsystems in bursts lasting
less than 30 seconds each. Level 3 is a high speed
facility dynamically allocated for indefinite periods
to guarantee fast response between different sub-
systems. Level 4 is totally dedicated and is equivalent
to hardwire "strapping".

The hardware components, which utilize cable

television (CATV) technology, were selected as the
most promising in terms of flexibility, data transmis-
sion capability, noise immunity and low cost Œ)

A broad-band two-way coaxial cable (Figure 4)
is used to distribute data between users of the
facility. The Head End feeds a four-way splitter
which currently drives two cable runs. One cable is
approximately 200 m long, has provision for up to 20
taps, and remains in the same building. The Computer
Centre, which is in a separate building, has access to
the facility via a temporary baseband telco data link.
Eventually, the Computer Centre cable and the two
unused cables will be run to different buildings
requiring access to the facility.

The Head End Equipment performs two main
functions: "looping" of signals for Levels 2, 3 and 4
Channels, and data manipulation and switching for
Level 1. "Looping" permits position independent
transmissions by using a commercially available tele-
vision channel converter to receive signals in the
"Reverse" band and re-transmit them in the "For-
ward" band. A special Ticdem and an HP-21MX
computer with 16K words of memory are used to
perform the system operations required by Level I.

Access to the cable is gained by a tap and a
modem. Position independence of remote modems on
the cable is assured by having all transmissions routed
via the Head End Equipment (Figure S).

Sharing of a cable between Channels is accom-
plished by using Frequency Division Multiplexing
(FDM). Separate 100 MHz bands are used for trans-
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Figure 4 - Schematic of distributed
system development facility.

mission in each direction of the cable (Figure 6). This
permits commercially available "mid-band split"
amplifiers to be employed to extend cable runs up to
several tens of kilometres * ' ' if required. The
"Reverse" and "Forward" bands are both divided
into sixteen 6 MHz wide "sub-bands", following the
standard television frequency spectrum assignments.
Each "sub-band" is in turn sub-divided into twenty
200 kHz Channels. Currently, each Channel operates
at 48 kilobits per second (kb's"1 ). With this scheme,
320 Channels may be installed to p'ovide a total data
rate of about 16 Mb's"1 in each direction on the
cable. Other types of Channels requiring higher data
rates or dissimilar information formats (e.g. video

r

information) may be defined, resulting in different
bandwidths and total data rates.

Operating Experience

The hardware and software components of the
facility have been installed and are performaing satis-
factorily. A Level I Channel is fully operational
demonstrating one-to-one, one-to-many, and many-
to-many simultaneous conversations. Uncorrected bit
error rates on the Level 1 data paths are better than 1
x 10"' °, and the application of parity and block error
control procedures should be straightforward. After
over ten months of operation, no significant tern-

Figure 5 - Evaluation of modem per-
formance using spectrum analyzer and
bit error rate test set.
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Figure 6 — Cable frequency allocation.
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perature dependent problems and long-term drifts
were encountered with the CATV-based equipment.

The current work program focusses on the de-
velopment and evaluation of distributed system
building blocks. In particular, the facility is being
used as a tool in the design of the Reactor Data
Network (REDNET) system for the NRU ar.d NRX
reactors at Chalk River Nuclear Laboratories.

G. Yan
J.V.R. L'Archevêque
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